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ABSTRACT 

The General Data Protection Regulation (GDPR) establishes a harmonized legal 

framework for personal data protection across the European Union. However, the 

substantial variation in administrative fines imposed by different supervisory 

authorities raises questions regarding the consistency and predictability of GDPR 

enforcement. This study aims to develop an explainable predictive justice framework 

for estimating GDPR administrative fines using legal feature engineering and 

ensemble machine learning while identifying the legal and institutional factors that 

most strongly influence enforcement outcomes. The proposed framework utilizes a 

dataset of 437 GDPR enforcement cases and applies logarithmic transformation to 

address the highly skewed distribution of administrative fines. Legal and contextual 

information are transformed into predictive features through one hot encoding and 

feature engineering, including violated GDPR articles, supervisory authorities, 

countries, violation types, case complexity, and the number of violated articles. The 

predictive performance of a Random Forest ensemble model is compared with a 

Linear Regression baseline using the coefficient of determination (R²), Mean Absolute 

Error (MAE), and Root Mean Squared Error (RMSE). Experimental results 

demonstrate that the proposed Random Forest model significantly outperforms the 

baseline model, achieving an R² value of 0.800, compared with 0.530 for Linear 

Regression, with an MAE of 0.8545 and an RMSE of 1.1750. Feature importance 

analysis reveals that Summary Length, Supervisory Authority, Country, and Violation 

Type are the most influential predictors, whereas individual GDPR articles contribute 

comparatively smaller importance values. These findings indicate that administrative 

fine determination is influenced not only by statutory provisions but also by 

institutional and contextual characteristics of enforcement cases. The proposed 

framework contributes to the field of cyberlaw by demonstrating that explainable 

ensemble machine learning can effectively support predictive justice analysis while 

providing interpretable empirical evidence regarding regulatory consistency and legal 

decision making under the GDPR. 

Keywords Predictive Justice, General Data Protection Regulation (GDPR), Cyberlaw, Legal 

Feature Engineering, Random Forest 

INTRODUCTION 

The rapid growth of digital technologies has significantly increased the volume 
of personal data processed by both public and private organizations. Cloud 
computing, social media platforms, artificial intelligence, and Internet of Things 
(IoT) applications continuously generate and exchange personal information, 
creating new challenges for privacy protection and cybersecurity governance. 
In response to these developments, the European Union enacted the General 
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Data Protection Regulation (GDPR), which came into force in May 2018 as one 
of the world's most comprehensive legal frameworks for personal data 
protection [1]. The GDPR establishes a harmonized regulatory system intended 
to ensure consistent protection of individual privacy rights while imposing 
substantial administrative fines on organizations that violate its provisions. 
Through Article 83, supervisory authorities are empowered to impose penalties 
that are effective, proportionate, and dissuasive, with maximum fines reaching 
€20 million or 4% of an organization's annual global turnover. 

Although the GDPR provides a unified legal framework for all European Union 
Member States, considerable differences in administrative fine decisions have 
been observed across supervisory authorities [2]. Organizations committing 
similar categories of violations may receive substantially different penalties 
depending on the jurisdiction, regulatory authority, and contextual 
circumstances of the case. Such variation raises important questions regarding 
legal certainty, regulatory consistency, and transparency in GDPR enforcement. 
From the perspective of cyberlaw, understanding the determinants of 
administrative fines is essential not only for regulatory compliance but also for 
evaluating whether enforcement decisions remain consistent with the 
harmonization objectives established by the GDPR. 

Recent advances in artificial intelligence and machine learning have created 
new opportunities for computational legal analysis. Rather than replacing legal 
decision makers, machine learning techniques can assist researchers in 
identifying hidden patterns within historical legal decisions, estimating future 
outcomes, and evaluating consistency in regulatory enforcement. This 
interdisciplinary field, commonly referred to as predictive justice, applies 
computational models to analyze legal data while maintaining interpretability 
and transparency [3]. In the context of GDPR enforcement, predictive justice 
offers a data-driven approach for examining how statutory provisions, 
institutional characteristics, and case complexity collectively influence 
administrative fine determination. 

Several previous studies have investigated GDPR enforcement from legal, 
economic, and statistical perspectives. Existing research has primarily 
examined trends in administrative fines, the interpretation of Article 83, 
compliance requirements, and the legal implications of data protection 
regulation. Other studies have employed machine learning techniques for legal 
prediction tasks, including judicial decision prediction, legal document 
classification, and legal text analytics. More recently, ensemble learning 
algorithms such as Random Forest have demonstrated strong predictive 
performance in complex regression problems because of their ability to capture 
nonlinear relationships and interactions among variables [4]. However, these 
studies generally focus on predictive accuracy and rarely incorporate legally 
interpretable features that explicitly represent statutory provisions and 
institutional characteristics. 

Research Gap. Despite the growing body of literature on GDPR enforcement 
and legal analytics, several important gaps remain. First, most GDPR studies 
adopt descriptive or doctrinal approaches that explain legal provisions without 
quantitatively modeling administrative fine determination. Second, existing 
predictive studies frequently emphasize algorithmic performance while treating 
legal information as ordinary categorical variables, thereby limiting legal 
interpretability. Third, relatively few studies investigate how legal provisions, 
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supervisory authorities, geographical jurisdictions, and contextual 
characteristics jointly influence administrative fine decisions within a unified 
predictive framework. Consequently, empirical evidence regarding the relative 
contribution of legal and institutional factors to GDPR enforcement remains 
limited. 

State of the Art. Recent developments in computational legal research 
increasingly emphasize the integration of explainable artificial intelligence with 
domain-specific feature engineering to improve both predictive performance 
and model interpretability [5]. Rather than relying solely on raw textual or 
categorical information, modern legal analytics transforms legal concepts into 
structured computational representations that can be interpreted alongside 
prediction results. Building upon this development, the present study proposes 
a legal feature engineering framework that converts statutory provisions, 
supervisory authorities, countries, violation types, case complexity, and the 
number of violated GDPR articles into meaningful predictive variables. These 
engineered legal features are combined with one hot encoding, logarithmic 
transformation to address the highly skewed distribution of administrative fines, 
and a Random Forest ensemble regression model capable of modeling 
nonlinear relationships while providing interpretable feature importance. 

Accordingly, this study aims to develop an explainable predictive justice 
framework for estimating GDPR administrative fines using legal feature 
engineering and ensemble machine learning. Specifically, the study seeks to 
(1) construct a predictive model capable of handling the highly skewed 
distribution of GDPR administrative fines, (2) compare the predictive 
performance of Random Forest and Linear Regression models, and (3) identify 
the legal, institutional, and contextual factors that most strongly influence 
administrative fine determination through feature importance analysis. By 
integrating computational methods with legal interpretation, this research 
contributes to the fields of cyberlaw, data privacy, and computational legal 
studies by providing empirical evidence regarding the determinants of GDPR 
enforcement and the practical application of explainable artificial intelligence for 
predictive justice. 

Literature Review and Related Works 

The rapid advancement of digital technologies has transformed the way 
personal data are collected, processed, and exchanged across digital platforms. 
This development has simultaneously increased concerns regarding privacy 
protection, cybersecurity, and regulatory accountability. To address these 
challenges, the European Union introduced the General Data Protection 
Regulation (GDPR) as a comprehensive legal framework that establishes 
harmonized principles for the protection of personal data while strengthening 
the rights of data subjects and the responsibilities of organizations processing 
personal information [6]. The regulation also introduces administrative fines as 
an enforcement mechanism intended to ensure that data controllers and 
processors comply with the legal obligations defined by the GDPR [7]. 

Under Article 83 of the GDPR, supervisory authorities are authorized to impose 
administrative fines that are effective, proportionate, and dissuasive according 
to the circumstances of each infringement [8]. The amount of a fine is 
determined by considering multiple legal factors, including the nature and 
severity of the infringement, the duration of the violation, the degree of 
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responsibility of the organization, previous infringements, cooperation with 
supervisory authorities, and measures taken to mitigate potential harm [9]. 
Although these legal principles are intended to promote harmonized 
enforcement across the European Union, previous studies have reported 
noticeable differences in administrative sanctions imposed by different 
supervisory authorities, suggesting that institutional practices and national 
enforcement strategies may influence regulatory outcomes [10]. 

The increasing availability of legal datasets has encouraged the application of 
artificial intelligence and machine learning techniques within the field of 
computational legal studies. One emerging research direction is predictive 
justice, which utilizes computational models to analyze historical legal decisions 
and identify patterns that may improve the understanding of legal consistency 
and decision-making processes [11]. Rather than replacing legal professionals, 
predictive justice aims to support evidence-based legal analysis by providing 
quantitative insights into judicial and administrative decisions while maintaining 
transparency and accountability [12]. 

Supervised machine learning algorithms have been widely adopted for legal 
prediction tasks because of their ability to discover complex relationships within 
structured legal data. Previous studies have successfully applied machine 
learning to judicial decision prediction, legal document classification, legal 
information retrieval, sentencing analysis, and regulatory compliance 
assessment [13]. These studies demonstrate that legal outcomes often depend 
on interactions among multiple variables rather than a single statutory provision, 
making machine learning particularly suitable for modeling complex legal 
decision-making processes [14]. 

Among supervised learning algorithms, ensemble learning techniques have 
consistently demonstrated superior predictive performance for heterogeneous 
datasets containing nonlinear relationships. Random Forest is one of the most 
widely adopted ensemble algorithms because it combines the predictions of 
multiple decision trees to improve robustness while reducing prediction variance 
[15]. In addition to achieving high predictive accuracy, Random Forest naturally 
provides feature importance measures that allow researchers to identify the 
relative contribution of each predictor, thereby improving model transparency 
and supporting explainable artificial intelligence [16]. 

Recent developments in explainable artificial intelligence have emphasized the 
importance of feature engineering for transforming domain knowledge into 
computationally meaningful variables. Within legal analytics, feature 
engineering enables statutory provisions, institutional characteristics, 
geographical information, and contextual case attributes to be represented as 
structured predictors while preserving their legal interpretation [17]. This 
approach not only improves predictive performance but also allows legal 
researchers to interpret model outputs in accordance with established legal 
concepts, making computational models more transparent and practically 
applicable in legal research [18]. 

Despite these developments, important research challenges remain. Existing 
GDPR studies predominantly focus on legal interpretation, compliance 
evaluation, or descriptive analyses of enforcement activities, whereas relatively 
few studies attempt to predict administrative fine amounts using explainable 
machine learning techniques [19]. Furthermore, studies that employ machine 
learning frequently prioritize predictive accuracy while providing limited 
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discussion regarding the legal interpretation of predictive variables and the 
institutional factors influencing enforcement decisions. Consequently, there 
remains a need for an interpretable computational framework capable of 
integrating legal provisions, institutional characteristics, and contextual 
information into predictive models that can simultaneously achieve high 
predictive performance and meaningful legal interpretation [20]. 

The present study addresses these limitations by proposing a predictive justice 
framework that integrates legal feature engineering, one hot encoding, 
logarithmic transformation, and Random Forest ensemble regression for 
predicting GDPR administrative fines. Unlike previous studies that primarily 
emphasize either doctrinal legal analysis or predictive modeling alone, this 
research combines explainable machine learning with legally meaningful 
feature engineering to investigate the determinants of GDPR enforcement. 
Through this integrated approach, the study contributes to the growing field of 
computational cyberlaw by providing empirical evidence regarding the relative 
influence of statutory provisions, institutional characteristics, and case 
complexity on administrative fine determination. 

Methodology 

This study proposes a predictive justice framework for estimating General Data 
Protection Regulation (GDPR) administrative fines by integrating legal feature 
engineering with ensemble machine learning. As illustrated in figure 1, the 
proposed methodology consists of six sequential stages: (1) data collection, (2) 
data preprocessing, (3) legal feature engineering and one hot encoding, (4) 
model training, (5) performance evaluation, and (6) feature importance analysis. 
The workflow begins with the collection of historical GDPR enforcement cases, 
followed by preprocessing procedures to address the highly skewed distribution 
of administrative fines. Next, legally meaningful variables are extracted through 
feature engineering and combined with encoded categorical attributes to 
construct the predictive feature matrix. The processed data are subsequently 
used to train both Linear Regression and Random Forest models, whose 
predictive performances are evaluated using standard regression metrics. 
Finally, feature importance analysis is conducted to identify the legal, 
institutional, and contextual factors that most strongly influence GDPR 
administrative fine determination. 



 Journal of Cyber Law 

 

Alshreef (2026) J. Cyber. Law. 

 

244 

 

 

 

Figure 1 Research Methodology of the Proposed Predictive Justice Framework 

Dataset Description 

The dataset employed in this study consists of 437 historical GDPR 
administrative fine cases obtained from the publicly available GDPR Violations 
Dataset. Each observation represents a completed enforcement decision 
issued by a supervisory authority within the European Union. The dataset 
contains information describing the country, supervisory authority, violation 
type, violated GDPR articles, textual case summary, and the imposed 
administrative fine. The administrative fine (price) serves as the dependent 
variable, whereas the remaining attributes are utilized as predictor variables. 

Because the administrative fines range from zero-value penalties to several 
million euros, the target variable exhibits a highly right-skewed distribution. Such 
characteristics require preprocessing before predictive modeling can be 
effectively performed. 
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Data Preprocessing 

To reduce the influence of extreme observations, the administrative fine was 
transformed using the Log1p function: 

𝑦 = log(1 + Fine) (1) 

𝑦 denotes the transformed target variable, 

Fine represents the original administrative fine. 

The logarithmic transformation compresses extremely large fine values while 
preserving the relative ordering of observations, thereby producing a more 
balanced distribution suitable for regression analysis. 

Three categorical variables were selected as institutional predictors: 

Country 

Violation Type 

Supervisory Authority 

These variables represent the geographical and regulatory characteristics of 
each GDPR enforcement case. 

Legal Feature Engineering 

The principal contribution of this research lies in transforming legal information 
into computationally meaningful predictors through legal feature engineering. 

Number of Violated Articles 

The number of violated GDPR provisions is calculated as: 

NumArticles =∑𝐼𝑖

𝑚

𝑖=1

 (2) 

𝐼𝑖 = 1 if Article 𝑖 appears in the violation record, 

𝑚 represents the total number of violated articles. 

This variable represents the legal complexity of each infringement. 

Binary Representation of Key GDPR Articles 

Five frequently violated GDPR articles were encoded as binary variables: 

Article 5 

Article 6 

Article 13 

Article 14 

Article 32 

Each feature is represented as: 

𝐴𝑗 = {
1, if Article 𝑗 is violated
0, otherwise

 (3) 

𝐴𝑗 denotes the binary representation of GDPR Article 𝑗. 
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Case Complexity 

The complexity of an enforcement case is approximated by calculating the 
number of words contained in the summary: 

SummaryLength =∑1

𝑛

𝑘=1

 (4) 

𝑛 denotes the total number of words in the case summary. 

Longer summaries generally indicate more comprehensive investigations 
involving multiple legal and factual considerations. 

One Hot Encoding 

Since machine learning algorithms require numerical input, categorical 
variables were transformed using One Hot Encoding. 

For each categorical variable: 

𝑋 = [𝑥1, 𝑥2, … , 𝑥𝑐] (5) 

c denotes the number of categories; each encoded feature satisfies: 

𝑥𝑖 ∈ {0,1} (6) 

Only one category is assigned the value 1, while all remaining categories are 
assigned 0. 

The encoded categorical variables were combined with the engineered legal 
features to form the final predictor matrix. 

Prediction Models 

Linear Regression serves as the baseline model and assumes a linear 
relationship between predictor variables and the target variable: 

𝑦̂ = 𝛽0 +∑𝛽𝑖

𝑝

𝑖=1

𝑥𝑖 + 𝜀 (7) 

𝑦̂ denotes the predicted logarithmic fine, 

𝑥𝑖 represents predictor variables, 

𝛽𝑖 denotes regression coefficients, 

𝜀 is the residual error. 

The proposed model utilizes Random Forest Regression, an ensemble learning 
algorithm that combines multiple decision trees. 

The final prediction is computed as: 

𝑦̂ =
1

𝑇
∑𝑓𝑡

𝑇

𝑡=1

(𝑥) (8) 

𝑇 is the number of decision trees, 

𝑓𝑡(𝑥) is the prediction generated by tree 𝑡. 
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The Random Forest model was configured using: 

Number of trees = 300 

Maximum tree depth = 20 

Random state = 42 

Parallel processing enabled 

Model Training 

The complete dataset was divided into training and testing subsets using an 
80:20 split. 

The partitioning process is expressed as: 

𝐷 = 𝐷𝑡𝑟𝑎𝑖𝑛 ∪ 𝐷𝑡𝑒𝑠𝑡 (9) 

with 

|𝐷𝑡𝑟𝑎𝑖𝑛| = 0.8|𝐷|,   |𝐷𝑡𝑒𝑠𝑡| = 0.2|𝐷| (10) 

𝐷 denotes the complete dataset. 

Both prediction models were trained using the training dataset and evaluated 
on the testing dataset. 

Performance Evaluation 

The predictive performance was evaluated using three regression metrics. 

Coefficient of Determination (R²) 

𝑥𝑅2 = 1 −
∑ (𝑦𝑖 − 𝑦̂𝑖)

2𝑛
𝑖=1

∑ (𝑦𝑖 − 𝑦̅)
2𝑛

𝑖=1

 (11) 

𝑦𝑖 is the observed value, 

𝑦̂𝑖 is the predicted value, 

𝑦̅ is the mean of the observed values. 

Mean Absolute Error (MAE) 

MAE =
1

𝑛
∑|

𝑛

𝑖=1

𝑦𝑖 − 𝑦̂𝑖| (12) 

Lower MAE values indicate higher predictive accuracy. 

Root Mean Squared Error (RMSE) 

RMSE = √
1

𝑛
∑(𝑦𝑖 − 𝑦̂𝑖)

2

𝑛

𝑖=1

 (13) 

RMSE penalizes larger prediction errors more heavily than MAE. 

Feature Importance Analysis 

To improve model interpretability, feature importance scores were extracted 
from the trained Random Forest model. 
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The importance of feature 𝑗 is computed as: 

𝐹𝐼𝑗 =
1

𝑇
∑𝐼𝑗

(𝑡)

𝑇

𝑡=1

 (14) 

𝐹𝐼𝑗 denotes the importance score of feature 𝑗, 

𝐼𝑗
(𝑡)

 represents the importance contribution of feature 𝑗 in decision tree 𝑡, 

𝑇 is the total number of trees. 

The resulting feature importance values were subsequently grouped into legally 
meaningful categories, including Country, Supervisory Authority, Violation 
Type, Number of Violated Articles, Article 5, Article 6, Article 13, Article 14, 
Article 32, and Summary Length. This analysis enables the identification of the 
legal, institutional, and contextual variables that contribute most significantly to 
GDPR administrative fine prediction and supports the interpretability of the 
proposed predictive justice framework. 

Results 

Distribution of GDPR Administrative Fines 

Figure 2 illustrates the distribution of GDPR administrative fines after applying 
the logarithmic transformation (Log1p). The original GDPR fine data exhibit a 
highly right skewed distribution, characterized by a large concentration of 
relatively small penalties alongside a limited number of exceptionally large fines 
reaching several million euros. In addition, several observations correspond to 
zero-value fines, further increasing the imbalance of the dataset. Such a 
distribution violates the assumptions of normality and homoscedasticity that 
underlie conventional linear regression models, making the prediction task 
considerably more challenging. Without appropriate preprocessing, extreme 
observations would dominate the learning process and potentially bias the 
estimation of model parameters, resulting in reduced predictive performance. 

To address this issue, a logarithmic transformation using the Log1p function was 
applied to the target variable before model training. This transformation 
compresses the scale of very large fines while preserving the relative ordering 
of all observations, including zero-value penalties. As shown in figure 2, the 
transformed data exhibit a substantially more balanced and approximately 
symmetric distribution, allowing the prediction models to learn more stable 
relationships between the explanatory variables and the target variable. The 
improved distribution reduces the influence of outliers, stabilizes the variance of 
the response variable, and provides a more suitable foundation for supervised 
machine learning algorithms, particularly the proposed Random Forest 
ensemble model. 
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Figure 2 Distribution of GDPR Administrative Fines after Logarithmic Transformation. 

Disparity of Administrative Fines Across Countries 

Figure 3 presents the distribution of GDPR administrative fines across the ten 
countries with the highest number of recorded enforcement cases. The boxplots 
reveal noticeable differences in both the median values and the spread of 
administrative fines among jurisdictions. Italy and the United Kingdom exhibit 
the widest interquartile ranges and the greatest number of extreme 
observations, indicating that enforcement decisions in these countries vary 
substantially from one case to another. Germany and Spain also display 
relatively broad distributions, although with less pronounced variability. In 
contrast, countries such as the Czech Republic and Hungary show narrower 
interquartile ranges and fewer outliers, suggesting that the imposed fines are 
comparatively more concentrated within a limited range. These patterns 
demonstrate that the magnitude of GDPR administrative fines differs 
considerably across Member States despite being governed by the same 
regulatory framework. 

The observed variation suggests that the practical implementation of GDPR 
enforcement is influenced by more than the statutory provisions specified in the 
regulation. While the GDPR establishes harmonized principles for determining 
administrative fines, supervisory authorities retain a degree of discretion when 
evaluating the severity, circumstances, and impact of individual cases. This 
institutional discretion may contribute to the differences observed across 
jurisdictions, resulting in varying enforcement practices even for similar 
categories of violations. Consequently, figure 3 provides preliminary empirical 
evidence that geographical and institutional characteristics may influence 
administrative fine determination, supporting the inclusion of country and 
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supervisory authority variables in the proposed predictive justice framework. 

 

Figure 3 Disparity of GDPR Administrative Fines Across the Top Ten Countries. 

Performance Comparison of Prediction Models 

To evaluate the effectiveness of the proposed legal feature engineering 
framework, the Random Forest ensemble model was compared with a 
conventional Linear Regression model that served as the baseline. Linear 
Regression was selected because it is one of the most widely used statistical 
techniques for predictive modeling and provides an appropriate benchmark for 
assessing the benefits of nonlinear ensemble learning. Both models were 
trained and evaluated using the same training and testing datasets to ensure a 
fair comparison. Model performance was assessed using the coefficient of 
determination (R²), while the Random Forest model was further evaluated using 
Mean Absolute Error (MAE) and Root Mean Squared Error (RMSE) to quantify 
prediction accuracy. 

As presented in table 1, the proposed Random Forest model achieved an R² 
value of 0.800, substantially outperforming the Linear Regression baseline, 
which obtained an R² value of 0.530. This improvement indicates that the 
ensemble model explains approximately 80% of the variance in the 
logarithmically transformed GDPR fine values, whereas the baseline model 
explains only 53%. In addition, the Random Forest model produced a Mean 
Absolute Error (MAE) of 0.8545 and a Root Mean Squared Error (RMSE) of 
1.1750, demonstrating relatively low prediction errors on the transformed target 
variable. These findings suggest that the proposed model is more effective in 
capturing the complex nonlinear relationships among legal, institutional, and 
contextual features, resulting in substantially improved predictive performance 
compared with the conventional linear approach. 

Table 1 Performance Comparison Between Prediction Models. 

Model R² MAE RMSE 

Linear Regression 0.530 1.3386 1.8010 

Random Forest 0.800 0.8545 1.1750 
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The comparative performance of both prediction models is further illustrated in 
figure 4. The figure clearly shows that the Random Forest model achieved a 
substantially higher coefficient of determination than the Linear Regression 
model, indicating a marked improvement in predictive capability. While the 
Linear Regression model obtained an R² value of 0.530, the proposed Random 
Forest model increased this value to 0.800, representing a considerable 
enhancement in the model's ability to explain the variability of GDPR 
administrative fines. The superior performance of the ensemble model 
demonstrates its effectiveness in learning complex patterns from the engineered 
legal features and categorical variables derived through one hot encoding. 

The observed improvement suggests that the relationship between GDPR 
administrative fines and their explanatory variables cannot be adequately 
represented by a simple linear function. Instead, fine determination appears to 
be influenced by intricate interactions among statutory provisions, institutional 
characteristics, geographical factors, and case complexity. Random Forest is 
capable of modeling these nonlinear relationships by constructing multiple 
decision trees and aggregating their predictions, thereby reducing prediction 
variance and improving generalization performance. Consequently, the results 
shown in figure 4 provide empirical evidence that ensemble learning offers a 
more appropriate computational approach for predictive justice analysis than 
conventional linear regression when dealing with heterogeneous and highly 
skewed legal enforcement data. 

 

Figure 4 Comparison of Prediction Performance Between Linear Regression and 
Random Forest Models. 

Prediction Accuracy of the Proposed Model 

Figure 5 compares the predicted GDPR administrative fines generated by the 
proposed Random Forest model with the corresponding observed values in the 
testing dataset. The scatter plot demonstrates that most observations are 
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concentrated near the 45-degree reference line, indicating strong agreement 
between the predicted and actual fine values. This distribution suggests that the 
model successfully captures the underlying relationship between the engineered 
legal features and the target variable across a broad range of fine values. The 
relatively dense clustering of points around the diagonal line further indicates 
that prediction errors remain small for the majority of cases, reflecting the 
model's ability to produce reliable estimates for typical GDPR enforcement 
decisions. 

Although the overall prediction performance is strong, a limited number of 
observations corresponding to exceptionally large administrative fines deviate 
from the reference line, indicating slight underestimation by the model. These 
cases represent rare enforcement events that occur infrequently within the 
dataset and therefore provide fewer training examples for the learning algorithm. 
Such behavior is commonly observed in ensemble tree-based regression 
models because the final prediction is obtained by averaging the outputs of 
multiple decision trees, which naturally reduces the influence of extreme values. 
Despite these minor deviations, the overall distribution of predicted values 
closely follows the observed values, demonstrating that the proposed Random 
Forest model achieves stable predictive performance and satisfactory 
generalization ability for estimating GDPR administrative fines. 

 

Figure 5 Actual versus Predicted GDPR Administrative Fines Using the Random Forest 
Model. 

Feature Importance Analysis 

To enhance the interpretability of the proposed predictive framework, feature 
importance was extracted from the trained Random Forest model and 
aggregated into legally meaningful categories, as presented in figure 6. 
Grouping the engineered variables into broader legal and institutional 
dimensions provides a clearer understanding of the factors that contribute to 
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GDPR administrative fine prediction. The results indicate that Summary Length 
is the most influential predictor, accounting for 35.1% of the total feature 
importance. This finding suggests that the complexity of a case, represented by 
the length of the enforcement summary, serves as a strong proxy for the severity 
and comprehensiveness of the underlying investigation. The second most 
influential factor is Supervisory Authority, contributing 26.8%, followed by 
Country with 17.2% and Violation Type with 12.3%. Together, these four 
categories explain the majority of the predictive capability of the proposed 
model. 

In contrast, the individual statutory provisions represented by Article 5, Article 6, 
Article 13, Article 14, and Article 32 each contribute relatively small importance 
values, ranging from 0.6% to 2.2%. Although these articles constitute the legal 
basis for GDPR enforcement, the results indicate that their isolated presence is 
less informative than broader institutional and contextual characteristics when 
predicting the magnitude of administrative fines. This observation suggests that 
fine determination is influenced not only by the specific legal provisions that have 
been violated but also by the overall circumstances of the case and the 
supervisory authority responsible for enforcement. Consequently, the findings 
provide empirical support for the concept of predictive justice by demonstrating 
that explainable machine learning can reveal the combined influence of 
statutory, institutional, and contextual factors on regulatory decision making. 
The feature importance analysis therefore offers both predictive insight and legal 
interpretability, enabling a more comprehensive understanding of the 
determinants of GDPR administrative fines. 

 

Figure 6 Grouped Feature Importance Derived from the Proposed Legal Feature 
Engineering Framework. 

Discussion 

The findings of this study demonstrate that the proposed legal feature 
engineering framework combined with the Random Forest ensemble algorithm 
provides an effective approach for predicting GDPR administrative fines. As 
presented in the Results section, the Random Forest model achieved an R² 
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value of 0.800, substantially outperforming the baseline Linear Regression 
model, which achieved an R² value of 0.530. This considerable improvement 
indicates that the proposed model is capable of explaining a much larger 
proportion of the variation in GDPR fine amounts while maintaining relatively low 
prediction errors, as reflected by the obtained MAE and RMSE values. The 
superior performance of the ensemble model suggests that the relationships 
among legal provisions, institutional characteristics, geographical information, 
and case complexity are highly complex and cannot be adequately represented 
using a conventional linear regression model. Unlike Linear Regression, which 
assumes a linear relationship between predictor variables and the target 
variable, Random Forest is capable of identifying nonlinear interactions and 
hidden patterns by combining the predictions of multiple decision trees. 
Consequently, the proposed framework is better suited for modeling the 
heterogeneous characteristics of GDPR enforcement data [21]. 

From the perspective of computational legal studies, these findings demonstrate 
that machine learning can provide meaningful analytical support for 
understanding regulatory enforcement while maintaining model interpretability 
through legal feature engineering [22]. The improvement in predictive 
performance is not merely a technical achievement but also indicates that 
GDPR administrative fine determination follows identifiable patterns that can be 
learned from historical enforcement data [23]. The engineered legal variables, 
including statutory provisions, supervisory authorities, countries, violation types, 
and indicators of case complexity, collectively enable the model to capture 
important aspects of regulatory decision making [24]. This suggests that 
administrative fines are determined through the interaction of multiple legal and 
institutional factors rather than by any single variable in isolation. Therefore, the 
proposed approach contributes to the growing field of predictive justice by 
demonstrating that explainable ensemble machine learning can be employed as 
a practical analytical tool to examine consistency, transparency, and decision-
making patterns within the enforcement of European data protection law [25]. 

Conclusion  

This study proposed a predictive justice framework for estimating GDPR 
administrative fines by integrating legal feature engineering with a Random 
Forest ensemble learning model. The proposed framework transformed legal 
and institutional information into machine learning features through logarithmic 
transformation, one hot encoding, and engineered legal variables representing 
violated GDPR articles, supervisory authorities, countries, violation types, and 
case complexity. Using a dataset of 437 GDPR enforcement cases, the Random 
Forest model demonstrated superior predictive performance compared with the 
baseline Linear Regression model. The proposed model achieved an R² value 
of 0.800, while the baseline model achieved an R² value of 0.530, indicating that 
ensemble learning is substantially more effective for modeling the complex and 
highly skewed distribution of GDPR administrative fines. The model also 
produced relatively low prediction errors, with an MAE of 0.8545 and an RMSE 
of 1.1750, demonstrating its ability to generate reliable predictions on 
logarithmically transformed fine values. 

Feature importance analysis further revealed that Summary Length, 
Supervisory Authority, Country, and Violation Type were the most influential 
predictors of administrative fines, whereas individual statutory provisions 
contributed comparatively smaller importance values. These findings indicate 
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that GDPR fine determination is influenced not only by the legal provisions that 
have been violated but also by institutional and contextual characteristics 
surrounding each enforcement case. The results therefore provide empirical 
evidence that legal outcomes can be effectively analyzed using explainable 
machine learning while maintaining meaningful legal interpretation. From the 
perspective of cyberlaw, the findings contribute to the understanding of 
predictive justice by demonstrating that historical enforcement decisions contain 
identifiable patterns that can be modeled computationally. At the same time, the 
substantial influence of supervisory authorities and geographical factors 
suggests that institutional practices remain an important component of GDPR 
enforcement despite the existence of a harmonized regulatory framework. 

Although the proposed framework achieved promising predictive performance, 
several limitations should be acknowledged. The study was conducted using a 
relatively limited dataset of 437 historical GDPR enforcement cases and 
employed a single train test split for model evaluation. In addition, the predictive 
model considered only a selected set of legal and contextual variables and did 
not incorporate other potentially relevant factors such as organizational size, 
industry sector, duration of the infringement, previous compliance history, or 
intentional misconduct. Future research should expand the dataset, employ 
cross validation techniques to improve model robustness, compare additional 
ensemble learning algorithms such as Extreme Gradient Boosting and Light 
Gradient Boosting Machine, and incorporate explainable artificial intelligence 
methods such as SHAP to provide a more comprehensive interpretation of 
individual prediction outcomes. These improvements would further strengthen 
the applicability of predictive justice frameworks for supporting evidence-based 
research and decision analysis in cyberlaw and data protection regulation. 
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